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Abstract. As the fields of deep learning, computer vision gain increasing popularity. Image
classification is a fundamental task in computer vision that aims to understand images holistically
and classify them into specific categories. Various types of image classification algorithms based
on convolutional neural networks (CNNs) have been developed and evaluated on multiple image
datasets. During the training of many image classification algorithms, several factors can
significantly impact the results and even the learning and training process. These factors include
the complexity of the image inputs, the optimizer method used, and the parameter tuning
techniques applied. In this article, the author conducted experiments using ResNet-18, a residual
network learns residual functions to avoid overfitting, with different combinations of learning
rates and optimizers. After analyzing the experimental results, it could be observed that the extent
of input complexity can indeed affect the accuracy of the model’s results, as well as its
convergence behavior during the training process.
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1. Introduction

Since the rise of deep learning and relevant algorithms, especially the appearance of convolutional
neural networks (CNN), image classification with the help of deep learning algorithm has acquired huge
success and has become an increasingly popular and prevail topic nowadays. Since there are abundant
resources of images used as datasets for classification tasks in the context of real world, different kinds
of image classification problems are gradually coming into the sight of researchers for training and
evaluating the performance of image classification algorithms. Also, the CNN’s availability of drawing
out features from complex and high-dimensional visual information apparently accelerated the
development of fields such as object localization, object detection and image captioning [1]. A variety
of CNN structures, such as AlexNet by Alex Krizhevesky in 2012, VGG models with more complex
layer structure, and residual neural network (ResNet) with deeper layers yet less complexity [2-4], are
therefore gradually emerged for solving image classification tasks.

During the process of developing deep learning algorithms for image classification tasks, a large
number of factors affecting the performance of CNNs were discovered. First, for instance, different
image classification tasks clearly have different degrees of complexity for extracting the features inside
the image datasets attaching to the tasks. For example, tasks with smaller datasets such as MNIST digit-
recognition task can be easier for CNN to recognize, but tasks with larger datasets such as ImageNet
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may contain much more variability and require larger learning capacity [2]. Second, different CNN
structures may affect performance on particular dataset, for example, in the research of V. Sunanthini,
et.al., different model structure were shown to have different capacity for extracting features from
fundus images [5]. Also, with different optimizers used for the step of updating parameters of neural
network, which tends to be an important step for the learning process, the performance of CNN may
also differ under the same task, as shown by Abbas Zohrevand and Zahra Imani in their research, VGG11
network tends to perform better on both MNIST, CIFAR10 and Fashion MNIST datasets when adopting
Adam and AdaGrad optimizers than Stochastic Gradient Descent (SGD) and Adadelta [6].

Following the trend of discovering effects of different factors on the performance of CNNs, this
article aims to compare the performance of ResNet-18 convolutional neural network with different
optimizers when extracting different complexity of features (under different image classification
datasets) with specific learning rates. In this article, 2 different datasets, Cats and Dogs dataset and
Gender Classification datasets, were used to evaluate the performances, and 3 relevantly popular
optimizers, Stochastic Gradient Descent, Adam optimizer and RMSprop optimizer, were employed for
the experiment.

2. Method

2.1. Convolutional Neural Network (CNN)
As a representative algorithm component in the field of deep learning, CNN plays an important role in
a large number of image classification algorithms. The basic principle of CNN is to extract features from
complex visual inputs without human intervention, which exactly fits the goal of image classification
tasks [7]. A complete CNN usually contains several convolutional layers, pooling layers and fully
connected layers. Also, loss functions and optimizers are important for the back propagation part for the
neural network to learn new parameters, further detail about this part will be discussed in later sections.

The convolutional layers, which is usually composed of several convolution kernels of certain size,
with strides and padding techniques to adjust image size and density of convolving, can transform
complex visual space structure and correlations between pixels into feature maps [7]. To filter important
features from the feature map obtained by convolutional layers, the pooling layers, mainly max pooling
layers or average pooling layers, are used. After several convolution and pooling steps, when the features
of original input, which are representative and important enough, are extracted, these features will then
be processed as input of Fully Connected (FC) layers for analysis.

There are different types of CNNs for solving image classification problems with different layer
arrangements and inner structures, such as AlexNet, ResNet, GoogleNet, MobileNet, etc. In the next
section, ResNet-18, the structure used for the experiment in this article, will be introduced.

2.2. Residual Neural Network (ResNet)

Among different types of neural network structures, residual neural network, which is also called ResNet,
tends to reduce the training difficulty for deeper networks [4]. This ability of ResNet relies on a
characteristic way of layer-wise connection called residual block. Within the scope of a residual block
several layers are usually included, not only direct connections between layers are included, but also
shortcuts connections between non-directly connected layers are included. The ResNet is composed of
stacked residual blocks and due to the shortcut connections between layers, this structure is proved to
effectively help solve the degradation problem, which is that when more layers added to an already
suitably deep model, the accuracy will begin to degrade rapidly, with error rate also increase to a high
level [4].

In this article, ResNet-18 is used because this model can effectively avoid degradation problem
mentioned above, as a light-weight model among ResNet models, this model can save calculating power
and time for the small datasets adopted by the experiments while maintaining high accuracy of
predictions. In the research of Modupe Odusami, et.al., a fine-tuned ResNet-18 network was used for
the detection of early stage features of Alzheimer’s Disease, and the results showed that for most of the
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multiple types of classification tasks related to different types of functional brain changes, the network
had over 95 percent of accuracy, which showed the capacity and reliability of ResNet-18 network in
image classification task [8].

2.3. Optimizers

The convolutional layers, pooling layers and FC layers enable CNN to have the ability to extract features
from complex visual images. However, in the real image classification tasks, the CNN still needs to
learn from previous experiences to adjust its parameters in order to obtain better accuracy. The loss
function and optimizers provide the way for a CNN to evaluate its performance and to update its
parameters for improvements. There are different kinds of optimizers, and for the experiment in this
article, three commonly used optimizers, Stochastic Gradient Descent (SGD), Adam optimizer and
RMSprop optimizer were used.

2.3.1. Stochastic Gradient Descent (SGD). SGD is further derived from the earliest optimization
method Gradient Descent (GD). The basic principle of SGD is the same as GD, which is to construct
the loss function based on the gradient, which is obtained based on the partial derivative of the model
output with respect to each of the parameters of the model. This gradient value in loss function can be
used to evaluate the influence of each parameter on the quality of model and model outputs, by keep
updating model parameters based on the value of loss function through iteration, the loss value will
converge to the optimal [9]. In this process, the model will learn based on the iterative updates of
parameters, and its performance will likely be improved after learning.

The difference of SGD to traditional GD method is that in SGD only one or a small batch of data in
the dataset is randomly chosen to update the gradient per iteration, while GD method often uses the
entire dataset for the update step, which means that instead of calculating the entire gradient value, an
unbiased estimate of the gradient value is calculated at each iteration [9]. In contrast with traditional GD,
SGD is proved to be more efficient and has a better chance of reaching global optimum solution [9].

2.3.2. Adam. Adam optimizer, or Adam optimization method, also called adaptive moment estimation,
is a type of stochastic optimization that is efficient requires little memory requirement, and usually
provide more accuracy by computing individual adaptive learning rates of each parameter from the
estimated values of first and second moments of the gradients [10]. By introducing the concepts of
moment, which plays an important role to enhance the speed and stability of convergence, problems that
may occur in the process of learning can be controlled. Also, with the bias correction at each iteration,
this optimization method has the ability to solve the inaccuracy of estimations occurred in previous
iterations.

As one of the most commonly used optimization methods, Adam optimizer is proved to have
outstanding performance in complex image classification tasks. According to the research of potato leaf
disease prediction conducted by Shikha Prasher, et.al., the CNN used for disease detection with Adam
optimizer can reach an accuracy of 96 percent [11], which can prove the performance of this
optimization method.

2.3.3. RMSprop. Similar to Adam optimizer, RMSprop optimizer provide each parameter of the model
an adaptive learning rate, and update each parameter based on its own learning rate. Comparing to
traditional gradient descent methods, which employ fixed learning rate for all parameters and often find
themselves difficult to strike a balance between convergence speed and stability, especially in high-
dimensional and non-convex optimization landscapes, methods such as RMSprop and Adam can
obviously mitigate this issue and can therefore allow the algorithm to efficiently navigate complex
optimization spaces and converge faster than traditional gradient descent variants.

What different from Adam optimizer is that RMSprop maintains a moving average of the squared
gradients for each parameter, while Adam optimizer also maintains an estimate of moment. Also, from
the perspective of hyperparameters, RMSprop often contains less hyperparameters than Adam optimizer,
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hence requires less focus on parameter tunning in the training process. On datasets without many noises,
RMSprop can have satisfactory converging behavior and stability, in the research of Shikha Prasher,
et.al. with respect to potato leaf disease prediction, RMSprop tended to have best performance, reached
the accuracy of 97.6 percent [11].

3. Result

3.1. Training Details

The experiment of this article mainly focused on the difference of performance of ResNet-18 on different
dataset with SGD, Adam and RMSprop optimizer with specific value of learning rate. In the process of
experiment, the Kaggle Cats and Dogs image dataset, which has relatively clearer features for CNN to
extract, and the Kaggle Human Gender Classification dataset, which obviously contains more complex
features, are chosen for training the neural network.

For the pre-processing step, random cropping and resizing input image to the size of 224 x 224,
random horizontal flip and conversion to PyTorch tensor were implemented. For the model, the
pretrained ResNet-18 network was used, and all parameters were unfrozen for adaptability.

During the process of experiment, for both Cats and Dogs and Gender Classification dataset, the
model was run with SGD, Adam and RMSprop optimizers separately, with learning rate of 0.001 and
0.0005. Each scenario consisting the combination of dataset, optimizer and learning rate was run for 20
epochs, and the accuracy and loss of last epoch was recorded for comparation. Also, the change of
accuracy and loss were plotted in order to present the process of converging and learning. After results
with all combinations were obtained, analysis was performed and several patterns in the training process,
and possibly related reasons were discussed, as can be seen later in the Discussion section.

3.2. Performance

First, for each configuration of dataset, learning rate, and optimizer, the accuracy and loss value of the
ResNet-18 model was recorded at the last epoch of totally 20 epochs for comparison and further analysis.
Table 1 and Table 2 show the accuracy and loss value of the ResNet-18 network under each dataset,
learning rate and optimizer configuration.

Table 1. Performance comparison on Kaggle Cats and Dogs dataset.

Learning Rate 0.0005 0.001
Optimizer SGD Adam RMSprop SGD Adam RMSprop
Accuracy 91.46% 91.91% 92.29% 92.35% 92.27% 91.83%
Loss 1.22% 1.18% 1.13% 1.11% 1.13% 1.20%

Table 2. Performance comparison on Kaggle Gender dataset.

Learning Rate 0.0005 0.001
Optimizer SGD Adam RMSprop SGD Adam RMSprop
Accuracy 78.80% 78.71% 78.64% 78.76% 77.70% 77.96%
Loss 2.80% 2.82% 2.85% 2.79% 2.93% 2.94%

The RMSprop result on Cats and Dogs dataset, and Adam and RMSprop result on Gender
Classification result under learning rate 0.001 was noticeable. With a higher learning rate 0.001, the
accuracy seemed to reduce comparing to the results with learning rate 0.0005, which showed that as the
consequence of this possibly plethoric learning rate, divergence may occur during the process of training,
which hindered the model from converging. This pattern also happened in experiments on both Cats and
Dogs and Gender Classification datasets, and it seemed that the extent of the occurrence of this problem
was different for the two datasets. To further investigate this pattern, the accuracy of each epoch in the
training process was recorded and plotted, as shown in Figure 1 and Figure 2.
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Figure 1. Accuracy curve on Cats and Dogs classification dataset (Figure Credits: Original).

4, Discussion

What can be attributed from the results table is that for the network, both the accuracy and loss value
under every configuration on Cats and Dogs dataset is apparently higher than the accuracy and loss
under Gender Classification dataset. Since Cats and Dogs images contains less details and complexity
when comparing with Human Gender images, this can show that the complexity of inputs of CNN model
can have a relatively large extent of influence with respect to the accuracy of the model, with more
complexity, the accuracy of model classification seems to reduce.
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Figure 2. Accuracy curve on Gender classification dataset (Figure Credits: Original).

From the plots it could be noticed that there was relatively large extent of oscillations in the training
process of Adam and RMSprop optimizer on Cats and Dogs images both when learning rate is 0.001,
with lower learning rate was adopted, this oscillation was mitigated for some extent. Also, for
experiments on Human Gender Classification, the trend of oscillation in the training process of Adam
and RMSprop optimizers was much smaller than experiments on Cats and Dogs dataset, which may
indicate that the complexity of input can also affect the speed and stability of convergence.
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However, since Adam and RMSprop optimizer are pointed to have more sensitivity to the base
learning rate and linear combination parameter of second-order moments, and one of the possible
reasons of the divergence of Adam and RMSprop is the incorrect parameter settings [12]. In order to
deeply investigate the patterns observed above, further experiments should be conducted to investigate
for the possibility of inappropriate parameter settings which triggered the oscillation, or divergence
behavior during the training process. Extra works with more learning rate options and more specific
parameter tunning should also be performed in order to observe the pattern in a more general scope.

5. Conclusion

In this article, experiments of image classification using ResNet-18 under different configurations of
learning rate and optimizers on two different image datasets with different level of complexity was
conducted, and the experiment results were compared and analyzed. The experiment used SGD, Adam
and RMSprop as optimizers, and two options of learning rate, 0.0005 and 0.001 were provided. As
observed from the experiment results, performance oscillations, which may be attributed to plethoric
learning rates, appeared in the process of model training, and differed as the model was trained on
different data complexity (Cats and Dogs images and Gender Classification images). This can probably
show that the complexity of data input can have influences on not only the accuracy of classification,
but also on the convergence behavior, such as converging speed and stability.
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